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Measuring ocean surface winds is important for weather forecasting, ship routing, under-

standing our changing climate, and more. Satellite measurements of ocean winds are enabled by

scatterometers, radiometers, altimeters, and synthetic aperture radar, as well as Global navigation

satellite systems (GNSS) reflectometry (GNSS-R). GNSS-R is a method of remote sensing where

passive receivers utilize existing transmissions from GNSS satellites reflected from the surface of

Earth. A prominent GNSS-R mission is Cyclone GNSS (CYGNSS), a constellation of eight small

satellites that estimate surface wind speed. The GPS receiver on board CYGNSS produces delay-

Doppler maps (DDMs), which contain information about the signal scattered from the wind-driven

ocean surface roughness. Neither CYGNSS nor any other spaceborne GNSS-R mission is currently

capable of estimating surface wind direction.

The focus of this work is a technique called stare processing and its application to modeled

DDMs and real CYGNSS data for remote sensing of ocean surface winds. Stare processing extracts

information from a sequence of DDMs, ordinarily processed independently, without significantly

degrading spatial resolution. We have developed and rigorously described a generalized framework

for stare processing that can be easily adapted to any DDM-based data. The main output is termed

the stare profile and is designed to represent the wind-dependent ocean surface slope statistics, as

modeled by a probability density function of surface slopes (slope PDF). The stare profiles contain

a greater diversity of slope PDF information that a typical DDM-based observable of comparable

spatial resolution. In modeled DDMs, the stare profiles are sensitive to wind speed and direction

while being nearly independent of satellite geometry. The stare profiles extracted from the CYGNSS

data, however, are different, highlighting shortcomings in the assumptions used to model the DDMs
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as well as significant remaining calibration errors in the CYGNSS data. In particular, a sensitivity

to wind direction is not observed in the CYGNSS data. We also introduce a novel method for

empirically reconstructing the slope PDF from CYGNSS data.
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Chapter 1

Introduction

Ocean surface winds are a critical component of our global atmosphere{ocean system. Ocean

surface winds produce waves, drive ocean currents, and in
uence the transfer of heat, moisture,

and gases between the atmosphere and the ocean. Surface winds also have signi�cant destructive

potential, such as in tropical cyclones. Thus, measuring ocean surface winds is of great importance

both in the short term (e.g., for weather forecasting and ship routing) and the long term (e.g., to

support climate studies).

Ocean winds have been measured for centuries. However, before the advent of satellite

technology, only a very sparse view of the global picture was provided by in situ measurements from

ships and buoys. Since the 1970s, satellite instruments have enabled frequent global measurements.

Typical instruments used for remote sensing of ocean surface winds are scatterometers, radiometers,

altimeters, and synthetic aperture radar (SAR). These instruments are not sensitive to the wind

itself but rather to ripples on the surface that are driven by the wind. However, as further described

in Section 2.1, the relationship between the local surface wind and the surface roughness can be

complicated.

The general characteristics of these instruments are listed below. More detailed information

can be found in [Liu and Xie, 2006, Bourassa et al., 2019].

ˆ Scatterometers send microwave radar pulses towards the ocean and collect the signal

power that is backscattered from the surface. This backscatter mainly depends on smaller,

centimeter-scale surface waves. Scatterometers typically operate at oblique angles (angles
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of incidence greater than 20� ), where Bragg scattering is the dominant mechanism. Scat-

terometers can measure the vector wind: the backscattered power increases with increasing

wind speed and also depends on the wind direction relative to the azimuthal direction of

the radar pulse. The backscatter is symmetric about the wind direction, so observations

from multiple azimuthal angles are necessary to resolve wind direction ambiguities. Scat-

terometers typically operate in the C-band (4 to 8 GHz) and Ku-band (12 to 18 GHz) and

the typical spatial resolution is 25 km. Examples include QuickSCAT [Spencer et al., 2000]

and ASCAT [Figa-Salda~na et al., 2002].

ˆ Radiometers are passive microwave instruments that estimate wind speed by measur-

ing the brightness temperature of the ocean surface. Waves and foam produced by the

surface wind a�ect the surface emissivity and thus the measured brightness temperature.

Radiometers utilize frequencies from 6-40 GHz and the typical spatial resolution is 25 km.

Examples include SSM/I [Hollinger et al., 1990, Wentz, 1997] and AMSR [Imaoka et al.,

2010]. Although radiometers typically measure scalar wind speed only, the polarization

of the electromagnetic radiation emitted from the surface has a weak dependence on rel-

ative wind direction [Yueh et al., 1999]. WindSat is a polarimetric radiometer capable of

measuring the vector wind [Gaiser et al., 2004].

ˆ Altimeters are active radar instruments that can estimate wind speed as a byproduct of

the primary mission of measuring ocean surface height. In contrast to the oblique viewing

angles employed by scatterometers, altimeters view at angles near nadir (the point on

the Earth directly below the satellite). In this case, the backscattered power contains

contributions from many mirror-like re
ections from portions of waves on the surface. In

this case, the backscattered power is highest at lower wind speeds, when the surface is

smoother, and decreases with increasing wind speed. Altimeters typically operate in the

C-band and Ku-band. Unlike scatterometers and radiometers, which produce wide swaths

of measurements, altimeters only measure along a narrow ground track. Examples include
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TOPEX/Poseidon [Fu et al., 1994] and the Jason satellites [M�enard et al., 2003, Lambin

et al., 2010].

ˆ SAR sensors provide high resolution images of the Earth's surface. They are also able to

retrieve wind speed by measuring the backscatter at oblique viewing angles in a manner

similar to scatterometers. Because they view the surface at a single azimuth angle, SAR

sensors can not retrieve wind direction in the same way as scatterometers. However, wind

direction can be estimated in other ways, such as by analyzing wind streaks in the images

[Horstmann et al., 2000] or incorporating Doppler measurements [Mouche et al., 2012].

Amongst ocean wind sensors, SAR is unique in its extremely high spatial resolution (on

the order of 10 m). However, wind retrieval performed on a coarser 1 km spatial scale is

less prone to errors. SAR sensors used for wind retrieval typically operate in the L-band (1

to 2 GHz) and C-band. Examples include ERS [Attema, 1991] and Sentinel [Torres et al.,

2012].

As seen above, some instruments are capable of measuring the full vector wind (i.e., both the

scalar wind speed and wind direction), whereas others can only measure wind speed. Although wind

speed by itself is a valuable observation, many scienti�c applications rely on measurements that

also include wind direction information [Bourassa et al., 2019]. For example, knowledge of vector

winds is necessary to identify when a closed circulation of high-speed winds is formed, marking the

start of a tropical cyclone. More generally, the vector wind determines the wind stress exerted on

the ocean surface, which is one of the main drivers of overall ocean circulation.

In any case, these observations by satellite instruments have greatly enhanced our under-

standing of global ocean surface winds and related phenomena [Bourassa et al., 2019]. For exam-

ple, satellite observations of winds signi�cantly improve the ability to forecast tropical cyclones.

These measurements help to identify the strength and structure of tropical cyclones [Bender et al.,

2017]. In particular, the distances from the center of a tropical cyclone for which the wind exceeds

some threshold, termed the wind radii, are critical information for issuing warnings that greatly
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mitigate loss of life and damage to infrastructure [Kna� et al., 2018]. Another area of impact is the

shipping industry. For example, QuickSCAT wind measurements have been speci�cally identi�ed

to lead to $135 million in annual savings in the North Paci�c and North Atlantic shipping industry

[Kite-Powell, 2011]. These are just a few of the many identi�ed positive impacts of remotely sensed

winds.

The various technologies described here are backed by a signi�cant body of research studying

the theoretical relationships between the surface wind and the resulting ocean scattering observed by

the sensor. For example, physical models of Bragg scattering are relevant to the backscatter picked

up by scatterometers [Plant, 1990]. Altimeter measurements, on the other hand, are understood

through models of quasi-specular scattering [Barrick, 1974]. Ultimately, the goal is to determine

a geophysical model function (GMF) that best captures the relationship between the surface wind

and the measurements made by a particular sensor. Although the relevant physical models inform

the development of GMFs, the GMF used to retrieve winds from the actual on-orbit measurements

is usually determined by �tting an empirical model based on independent observations.

A challenging aspect of developing a GMF is to account for other factors that impact the

measurement other than the surface wind itself. This process is known ascalibration . These

factors can be geophysical, such as rain, surface currents, and sea state; or due to the satellite

platform and/or sensor, such as instrument parameters, antenna gain, and platform movement. For

example, the SARAL/AltiKa altimeter measurement is very sensitive to water in the atmosphere,

so a calibration procedure is used to compensate for this in the wind speed retrieval GMF [Abdalla,

2014]. As described later in Section 2.1, altimeter measurements are also particularly sensitive to sea

state. An example of calibration for factors related to the sensor and its platform is the procedure

used by ASCAT for the absolute calibration of the normalized radar cross-section values of the

received backscatter [Wilson et al., 2010]. In that case, the main step is determining more accurate

antenna gain patterns using measurements from ground transponders with known scattering cross-

sections. Even in this single procedure, there are numerous complications, such as antenna pointing

and geometry errors, gain variations due to temperature changes, atmospheric loss, and transponder
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errors. Clearly, calibration is a critical step and an enduring challenge in the use of remote sensing

data. Even once a sensor has been calibrated such that the surface winds retrieved from its

measurements are internally consistent, further e�ort in a process called intercalibration is required

to ensure that the retrieved winds are consistent with those of other sensors. This is necessary in

particular for producing long-term climatological data records [Rivas et al., 2017, Verhoef et al.,

2017, Wentz et al., 2017].

1.1 GNSS Re
ectometry

An alternative for remote sensing of ocean surface winds is the opportunistic use of global

navigation satellite systems (GNSS) signals. GNSS|including GPS (USA), Galileo (Europe),

GLONASS (Russia), and BeiDou (China)|provide positioning, navigation, and timing (PNT) ser-

vices to users on and near the surface of Earth. These systems consist of a constellation of satellites

that transmit synchronized signals containing orbital information and the time of transmission. For

more details on GNSS for PNT, see [Misra and Enge, 2010]. As a signal propagates from a GNSS

satellite to a receiver, it interacts with its environment. For example, the signal is refracted through

the atmosphere and scattered from Earth's surface below. Although these interactions complicate

the use of GNSS signals for their originally intended purpose of PNT, they can be leveraged for

remote sensing of the environment with which they interacted.

There are several categories of GNSS remote sensing, including GNSS radio occultation

[Kursinski et al., 1997, Ho et al., 2020] and GNSS-based sensing of the ionosphere [Afraimovich et al.,

2013]. This dissertation is focused onGNSS re
ectometry (GNSS-R), which encompasses any

method wherein GNSS signals re
ected from Earth are used to estimate surface-related geophysical

parameters [Zavorotny et al., 2014, Garrison et al., 2020]. In particular, we consider GNSS-R

for spaceborne platforms. For airborne or spaceborne platforms, the surface is distant, and the

re
ected GNSS signals can be isolated. This is in contrast to ground-based receivers, which see

interference between the direct line-of-sight signal and the re
ected signal (called \multipath"

in the context of PNT). GNSS-R using ground-based receivers, commonly referred to as GNSS
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Multipath Re
ectometry or GNSS Interferometric Re
ectometry, has been used to monitor a variety

of environmental variables, including coastal sea level [Larson et al., 2013], snow depth [Larson et al.,

2009], and soil moisture [Larson et al., 2010, Zavorotny et al., 2010]. However, its methods are

signi�cantly di�erent than spaceborne GNSS-R, and it is not considered further here.

In a certain sense, the heritage of GNSS-R is similar to that of typical ocean scatterometers.

The ocean backscatter that enables today's scatterometers was �rst observed by radar opera-

tors during World War II, where it obscured detection of boats and low-
ying aircraft. For both

scatterometers and GNSS-R, the surface scattering that was once considered as noise has been

transformed into a powerful tool for Earth observation.

Since the concept of GNSS-R was �rst suggested about three decades ago [Hall and Cordey,

1988], a wide variety of applications have emerged. Airborne and spaceborne GNSS-R applications

include altimetry over the ocean [Cardellach et al., 2004, Cardellach et al., 2020, Li et al., 2020b,

Martin-Neira, 1993, Mashburn et al., 2018, Nguyen et al., 2020, Semmling et al., 2016], ice [Li et al.,

2017, Nguyen et al., 2020, Rius et al., 2017] and inland water bodies [Li et al., 2018, Semmling et al.,

2014, Semmling et al., 2013]; soil moisture sensing [Camps et al., 2016, Camps et al., 2020, Chew

et al., 2016, Chew and Small, 2018]; and inundation and wetland mapping [Chew et al., 2018, Chew

and Small, 2020, Loria et al., 2019, Morris et al., 2019, Rodriguez-Alvarez et al., 2019, Unnithan

et al., 2020]. Measuring ocean surface winds, particularly the wind speed, has remained a major

focus of GNSS-R since the beginning. Early experimental results consisted of GNSS-R wind speed

retrieval on airborne platforms, for example in [Garrison et al., 2002]. Wind speed retrieval from

space [Gleason et al., 2005] was �rst achieved using measurements from the UK Disaster Monitoring

Constellation (UK-DMC) mission, launched in 2004, and has become one of the more mature

applications in the �eld. A signi�cant recent milestone has been the launch of the Cyclone GNSS

(CYGNSS) mission, a constellation of eight micro-satellites that perform GNSS-R wind speed

retrieval with the primary goal of improving hurricane intensity forecasting [Ruf et al., 2018, Ruf

et al., 2019]. CYGNSS has provided constant observations of re
ected GPS L1C/A signals since

its launch in 2016, and preliminary studies suggest that these measurements can indeed improve
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forecasting of hurricane intensity and tracks [Cui et al., 2019]. Generally speaking, wind speed

measurements from CYGNSS complement measurements from the other sensors mentioned earlier.

Although CYGNSS faces di�culties inherent to performing remote sensing with signals designed

for navigation, it also has a host of advantages: (1) the instrumentation consists only of a passive

GPS receiver, and can thus be carried by a satellite with a much lower size, weight, power, and cost;

(2) the instrument can simultaneously process signals that originate from di�erent GPS satellites

and are re
ected from separate places on the ocean surface, improving coverage; and (3) the L-band

frequency GPS signals are attenuated little by clouds and precipitation.

The ability to also retrieve wind direction using measurements from CYGNSS or similar

future missions would be a valuable contribution to GNSS re
ectometry. In addition to the general

bene�ts of measuring the full vector wind, the ability to see the directionality of hurricane winds

would bolster the scienti�c impact of CYGNSS in the context of its primary mission. GNSS-R

wind direction retrieval has been done using measurements from an airborne platform [Komjathy

et al., 2004, Armatys, 2001, Rodriguez-Alvarez et al., 2013, Valencia et al., 2014], and a number of

promising approaches have been explored using simulated spaceborne data [Wang et al., 2018, Guan

et al., 2018, Southwell, 2018, di Bisceglie et al., 2019, Collett and Morton, 2019, Zhang et al., 2020].

A study using real spaceborne measurements from UK-DMC showed a possibly successful wind

direction retrieval, but results were limited [Li and Huang, 2014]. More recently, a slight sensitivity

to wind direction was found in the CYGNSS data [Pascual et al., 2021]. Still, a practical and widely-

applicable implementation using real satellite measurements has not yet been demonstrated.

In GNSS-R, the scattered signal power strong enough to be picked up by the receiver comes

from a small region of the ocean surface surrounding the specular point (see de�nition in Sec-

tion 2.2). The location of the specular point, and thus the measurement location, is determined

by the positions of the transmitter and the receiver. The forward scattered signal is sensitive to

the component of the ocean surface roughness with length scales larger than several times the sig-

nal wavelength. This is rather di�erent than scatterometers, which measure backscatter sensitive

to smaller-scale capillary waves. Actually, compared to typical satellite instruments, the physical



8

scattering process that occurs in GNSS-R is most similar to that of altimeters. The di�erences are

the signal wavelength and, most signi�cantly, the measurement geometry. Altimeters operate in a

monostatic geometry where the signal is transmitted towards nadir and re
ected back to the same

point. GNSS-R instruments are in a bistatic geometry, where the transmitter and receiver are not

collocated.

The standard data product of CYGNSS and many other GNSS-R instruments is the delay-

Doppler map (DDM), produced by the delay-Doppler mapping instrument (DDMI) using a pro-

cedure very similar to acquisition in standard GNSS signal processing [Gleason and Ruf, 2015].

The DDM is a map in delay and Doppler frequency space, where each pixel (also often called a

\bin") is generated by cross-correlating the received signal with a local signal replica with some

delay and Doppler shift. Because delay and Doppler vary across the ocean surface, the DDM gives

information about the spatial variation of the scattered GPS signal. In addition to the re
ected

signal of interest, the DDM will include contributions from thermal emission from the Earth, in-

strument noise, and radio frequency interference from other signals. The DDM produced by the

DDMI is initially in uncalibrated units called counts. Several calibration steps are then followed

to produce DDMs as provided in the standard CYGNSS Level 1 data [Gleason et al., 2019]. The

Level 1a calibration converts the DDM to units of power (Watts) by considering the noise power

of the antenna and instrument as well as the instrument gain. The Level 1b calibration is then

intended to convert the DDM to units of bistatic radar cross-section (BRCS) by approximately

removing the impact of other factors such as the transmit power, transmit and receive gain, and

signal propagation path.

Like other instruments, a GMF has been developed for CYGNSS that describes the relation-

ship between the observations (in this case, observables related to BRCS of the forward scattered

GPS signal) and the geophysical parameter of interest (the wind speed). Two observables are de-

rived from the BRCS DDMs and a separate GMF is de�ned to relate each to the corresponding

wind speed [Clarizia et al., 2020, Clarizia and Ruf, 2016]. To ensure a spatial resolution of 25

km (on par with measurements from scatterometers and radiometers), only a small portion of the
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BRCS DDM at and near the specular point is used to compute each observable. The development

of the CYGNSS GMFs, both prior to and following launch of the CYGNSS constellation, has been

enabled through studies using modeled DDMs. More broadly speaking, modeled DDMs aid in the

development of a wide variety of new GNSS-R remote sensing techniques. Nevertheless, the current

operational GMFs for CYGNSS are empirical functions �t using independent surface wind data.

There are two separate classes of GMFs trained using di�erent data sources: the fully-developed

seas (FDS) GMFs use winds from numerical weather prediction models and the young seas with

limited fetch (YSLF) GMFs, intended for wind speed retrieval in tropical cyclones, use wind speeds

within hurricanes measured by NOAA aircraft.

As with the other remote sensing instruments, calibration is a critical step in the retrieval.

It is perhaps especially challenging given the position of CYGNSS as the �rst scienti�c mission

using GNSS-R and the novel approaches it necessitates, not to mention the non-cooperative nature

of the GPS satellite transmitter and the aspects of its signal transmissions which are not public

knowledge. Calibration of the CYGNSS data is an area of ongoing research [Sa•�d et al., 2019, Sa•�d

et al., 2021, Wang et al., 2019, Wang et al., 2021, Wang, 2021, Wang et al., 2020]. For this reason,

the CYGNSS data are constantly evolving; each new release is accompanied by a slew of changes

to the calibration procedure. The current status of CYGNSS calibration and avenues for future

improvement are rigorously documented in [Wang, 2021] and sources therein. Numerous areas of

concern remain in both the Level 1a and the Level 1b calibration steps. In the Level 1b calibration,

for example, uncertainties in the GPS signal transmit power and gain and the CYGNSS antenna

receiver gain have a signi�cant e�ect. In any case, the impact of the imperfect calibration procedure

must be considered for any use of CYGNSS data, especially when exploring applications that di�er

signi�cantly from the standard CYGNSS wind speed retrieval for which the calibration algorithms

have been speci�cally designed.
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1.2 Organization of this Dissertation

The focus of this dissertation is a technique calledstare processing and its application

to modeled and real GNSS-R data for remote sensing of ocean surface winds. In contrast to a

GNSS-R retrieval applied to a single DDM, stare processing extracts information from an entire

sequence of DDMs collected over a longer period of time. The procedure is designed to \stare"

at a small region on the ocean surface as the transmitting and receiving satellites move in their

orbits, and the corresponding portion of each DDM in the sequence is sampled accordingly. Doing

so allows increased observations of the signal scattering behavior while maintaining an acceptable

spatial resolution. In particular, the o�-specular region of the DDM, suggested to have a greater

sensitivity to wind direction [Park and Johnson, 2017], can be probed. Stare processing was �rst

applied to data collected by TDS-1 [Tye et al., 2016] and later shown to exhibit a sensitivity to

wind direction in simulated DDMs [Southwell, 2018]. Here, we greatly expand the concept of

stare processing and provide a detailed framework for its application to simulated and real DDMs.

The stare processing methodology and the details about how to apply it to simulated and real

DDMs is the primary contribution of this dissertation. The potential sensitivity to wind direction

was our original impetus for utilizing stare processing, but we show that it is a more generally

powerful tool for probing ocean surface scattering behavior. However, applying stare processing to

simulated DDMs and the real CYGNSS DDMs produces signi�cantly di�erent results in either case,

highlighting shortcomings in the modeling assumptions of the simulated DDMs and the calibration

of the real data.

Chapter 2: Background introduces many of the concepts and equations that are used

throughout the rest of the dissertation. Section 2.1 provides more detail about the complicated re-

lationship between ocean surface winds and the resulting waves and surface roughness. Section 2.2

describes the geometry of GNSS-R and introduces several relevant geometrical parameters. Sec-

tion 2.3 gives more detail about the delay-Doppler map, particularly from a modeling perspective.

In the model we use, the NBRCS depends on the probability density function (PDF) of ocean
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surface slopes (theslope PDF ), a statistical model that is in
uenced by the surface wind speed

and direction. Although this model is commonly used in GNSS-R literature, it does have some

shortcomings that are described here. This section also introduces the mapping from spatial to

delay-Doppler coordinates and the e�ects of the receiver correlation response as modeled by the

Woodward Ambiguity Function. Finally, a more thorough review of some other proposed wind

speed and direction retrieval methods is given in Section 2.4, illustrating the potential bene�ts of

stare processing.

In Chapter 3: Stare Processing , we thoroughly describe the concept of stare processing

and introduce a generalized framework for applying it. Section 3.2 illustrates several simpli�ed

scenarios to help the reader gain intuition about how stare processing operates. In these scenarios,

a stare point is a �xed point on the ocean surface that corresponds to a position in the DDM and

in slope space (in which the slope PDF exists) that changes with satellite geometry. We show how

a sensitivity to wind direction, relative to the observation angle (as de�ned in Equation 3.1), could

be observed. Building on these simpli�ed scenarios, Section 3.3 introduces the methodology for

applying stare processing. This framework is built around thesampling scheme , which speci�es

where to sample each DDM in the sequence. We focus on one particular sampling scheme, the

standard sampling scheme , but point out that the parameters can be easily tweaked and give

reasons for why this might be useful. As described here, the stare points at which the DDMs are

sampled do not correspond to discrete points on the ocean surface or in slope space, but rather to

footprints that describe the relative weight of the contributions to each DDM sample. These spatial

and slope space footprints are de�ned and depicted in Sections 3.3.2 and 3.3.4, respectively. The

result of stare processing is a number ofstare pro�les (7, if using the standard sampling scheme),

de�ned in Section 3.3.5. A stare pro�le is the fundamental observable of stare processing, and is

intended to capture the approximate slope PDF value parameterized by the position in slope space

along the observation angle. Lastly, in Section 3.4, stare processing is applied to simulated DDMs

to show that the resulting stare pro�les exhibit a sensitivity to wind speed and direction, while

being nearly independent of variations in satellite geometry. We also describe a machine learning-
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based retrieval algorithm we have used to retrieve wind direction from these ideal, noise-free stare

pro�les. Following this, we explore the e�ects of noise and receiver antenna gain calibration error

on the stare pro�les.

Chapter 4: Stare Processing Implementation details the implementation of stare pro-

cessing for CYGNSS data. We use the BRCS DDMs available in version 3.0 of the CYGNSS Level

1 data [CYGNSS, 2020c], the most recent publicly-available version at time of publication. Sec-

tion 4.1 gives further background on the CYGNSS mission, describing the various data products,

the Level 1b calibration, and the receiver antenna gain patterns. Section 4.2 describes the process

of matching up independent surface wind data to suitable DDM sequences, calledcandidate se-

quences . Each candidate sequence must ful�ll several requirements, described in Section 4.2.1.

The independent surface wind data, taken from the ECMWF ERA5 reanalysis dataset [Hersbach

et al., 2020], is described in Section 4.2.2. Next, Section 4.3 adapts the stare processing methodol-

ogy of Section 3.3 to the CYGNSS data. A critical step is recalibration (Section 4.3.4), where the

procedure employed in the Level 1b calibration is modi�ed so that it is suitable for the portions of

the DDM, often away from the specular point, used in stare processing.

Next, in Chapter 5: Stare Pro�les and Slope PDF Reconstruction , we begin by

detailing several large datasets that are used in the ensuing analysis. Section 5.1 explores the

characteristics of stare pro�les extracted from the CYGNSS data. These stare pro�les are di�erent

than the simulated stare pro�les of Section 3.4, although the general noise characteristics are

similar. Although these discrepancies are due both to limitations of the modeling approach used

for the simulated DDMs and remaining calibration errors in the CYGNSS data, we believe that

calibration errors play a more signi�cant role. In addition to the genereral discrepancy, we show

that that the real stare pro�les in these datasets have no apparent sensitivity to wind direction. In

Section 5.2, we introduce a novel method for reconstructing a slope PDF consistent with the data

by taking a large number of observations from the stare pro�les and considering their corresponding

slope space footprints. The algorithm is based on the scatterometer image reconstruction (SIR)

algorithm, developed to produce high-resolution images from noisy scatterometer data [Long et al.,
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1993]. Our method provides a new way of determining an empirical model for the ocean surface

statistics at L-band, at least in principle. However, the particular results presented here should be

interpreted with caution because of noise and calibration errors in the CYGNSS data. Section 5.3

discusses the general results in more detail and provides evidence of systematic errors in the stare

pro�les we think are due to the calibration procedure. In Section 5.4, a subset of data is selected

in an e�ort to reduce the impact of CYGNSS spacecraft intercalibration errors and ocean surface

roughness unrelated to the local surface wind. The resulting stare pro�les are similar to the earlier

more general results in that they are a�ected by calibration errors and lack an apparent sensitivity

to wind direction, but there are some other di�erences in their characteristics.

Finally, Chapter 6: Conclusion summarizes the dissertation and gives recommendations

for future work. The earlier results, particularly the discrepancy between the simulated and real

stare pro�les, show that re�nements to the modeling and calibration procedures are needed to

better realize the potential of stare processing. We also suggest many future applications of stare

processing to leverage data sources beyond the standard CYGNSS Level 1 data.



Chapter 2

Background

2.1 Ocean Surface Winds and Waves

We follow the common convention where ocean surface winds refer to winds at 10 meters

above the surface. The vector wind is often given in the form ofU10, the eastward component, and

V10, the northward component. Here, eastward means wind 
ow towards the east. The scalar

wind speed is

v =
q

U2
10 + V 2

10 : (2.1)

In the oceanographic convention, used throughout this dissertation, the wind direction� indicates

the direction of wind 
ow measured clockwise from north:

� = 90 � � arctan2 (V10; U10) ; (2.2)

where � 2 [0� ; 360� ]. It is important to note that � indicates the direction of wind 
ow, also called

the downwind direction . This is the opposite of the upwind direction , which is used in some

de�nitions later (e.g., Section 2.3.3).

Ocean waves are produced by the surface wind. As described in [Stewart, 2008], this occurs

through several physical processes. Here, we assume an initially smooth surface over which a steady

wind begins to blow. First, turbulence in the wind causes variations in pressure, producing small

waves (wavelength of several cm) [Phillips, 1957]. Second, the wind blowing across these small
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waves produces larger pressure di�erences, and the waves grow larger at an exponential rate [Miles,

1957]. Lastly, the waves interact with each other and produce longer waves [Hasselmann et al.,

1973].

The surface wind speedv and direction � do of course in
uence the surface roughness.

However, the relationship depends on more than justv and � at the corresponding position and

time. The relationship also depends on the duration of the wind as well as the distance over

which the wind blows with constant velocity, called the fetch . There are various models that

approximately describe the spectrum of ocean waves that result from surface winds. An early

example is the Pierson-Moskowitz spectrum [Pierson Jr. and Moskowitz, 1964], which depends on

only the scalar wind speedv. Here, the assumption is made that the surface wind and waves will

reach an equilibrium if the wind blows steadily for a su�cient duration (i.e., a fully developed

sea). Other spectra account for the sea state to some degree. GNSS-R modeling e�orts often utilize

the Elfouhaily spectrum [Elfouhaily et al., 1997], which depends onv and � as well as the inverse

wave age, a parameter related to the fetch.

Even accounting for the sea state is often not enough to adequately describe the waves. The

oceans are a vast, interconnected system, and waves produced by surface winds can propagate great

distances. Thus, the relationship between winds and waves is not merely a local phenomenon. An

area of the ocean surface will contain both waves generated by local surface winds, called thewind

sea, and waves produced elsewhere that have since propagated into the observation area, called the

swell . Swell waves typically have longer wavelengths since waves of shorter wavelength dissipate

more quickly. The aforementioned wave spectra do not account for swell by default, but it is

possible to add a spectrum for swell. Using satellite measurements and model predictions, [Young,

1999] describes a global climatology of the complex ocean wind and wave conditions. [Chen et al.,

2002] further explores the seasonal and geographic variability of the swell and the wind sea. In

many cases, the waves associated with swell can be larger than those associated with the wind sea.

Generally speaking, swell is more dominant at lower latitudes, especially to the west of continental

land masses. The wind sea is more dominant at higher latitudes.
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It is critical to keep these relationships in mind when interpreting ocean remote sensing data

from both traditional satellite instruments and GNSS-R. For some applications, the ocean wave

spectrum itself might be the variable of interest [Heimbach and Hasselmann, 2000]. In other cases,

a measurement of the swell itself may be of interest, such as in [Collard et al., 2008]. For wind

retrieval, the impact of swell must be accounted for. We also note that the measurement of a given

wave �eld will depend on the particular remote sensing instrument. For example, scatterometers

primarily measure Bragg scattering from smaller waves and are thus less sensitive to the longer-

wavelength swell [Quilfen et al., 1999], although swell has a more signi�cant impact on scattering for

incidence angles closer to nadir [Que�eulou et al., 1999]. In contrast, altimeters and GNSS-R rely

on quasi-specular scattering that is sensitive to the longer-wavelength swell. A signi�cant body of

research has focused on the impact of sea state for altimeters [Glazman and Pilorz, 1990, Anderson

et al., 2002, Badulin, 2014, Cheng et al., 2008, Gourrion et al., 2002, Lillibridge et al., 2014, Zhao

et al., 2012].

There have been various e�orts understand and accommodate the e�ect of sea state and swell

on GNSS-R measurements. To account for sea state, the CYGNSS wind speed retrieval algorithm

uses two separate GMFs: the fully developed seas (FDS) GMF is applicable to areas of the ocean

where winds and waves are mostly in equilibrium, while the young seas with limited fetch (YSLF)

GMF is used for retrieval within strong storms and tropical cyclones [Clarizia et al., 2020]. The

impact of swell on GNSS-R measurements has been demonstrated through simulation [Chen-Zhang

et al., 2016, Li et al., 2020a] and experiment [Marchan-Hernandez et al., 2010, Munoz-Martin et al.,

2020, Soisuvarn et al., 2016]. The CYGNSS measurements are certainly a�ected by swell, especially

since swell is more prominent at lower latitudes where CYGNSS makes its observations. There is

evidence that a coupled wave{wind retrieval can produce more accurate results than a wind-only

retrieval [Clarizia and Ruf, 2017]. To our knowledge, the impact of sea state and swell speci�cally

on wind direction retreival has not been assessed, but it is reasonable to assume that it can be

signi�cant. The model introduced in Section 2.3 and used throughout this dissertation does not

explicitly incorporate these e�ects of sea state or swell. However, the potential impact on the
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results is commented on throughout, and the analysis in Section 5.4 makes an e�ort to reduce the

e�ect of swell.

2.2 GNSS Re
ectometry Geometry

Consider the geometry illustrated in Figure 2.1, where the transmitter (e.g., GPS satellite)

has position r T and velocity vT and the receiver (e.g., CYGNSS spacecraft) has positionr R and

velocity vR . The position and velocity vectors are typically de�ned in the Earth-Centered Earth-

Fixed (ECEF) coordinate frame. The received scattered signal power is highest in the vicinity of

the specular point � Sp, the point where the incidence angle� is equal to the scattered angle.

Equivalently, the specular point can be determined by minimizing the total re
ection path length.

If we assume the specular point lies on the surface of the WGS84 ellipsoid, its position is

� Sp = argmin
�

k� (� g; � g) � r T k + kr R � � (� g; � g)k ; (2.3)

where� is the ECEF position vector for a surface point at latitude � g and longitude � g. A numerical

method for solving this minimization problem is given in [Phillip Jales, 2012].

For the purpose of estimating ocean winds, the scattering behavior of a GNSS signal from

the ocean surface can be approximated byquasi-specular scattering . Quasi-specular scattering

assumes that a surface facet can only scatter the signal towards the receiver if its orientation is

such that its surface normal bisects the incident and scattered rays. In other words, the local

incidence angle with respect to the orientation of the facet must be equal to the scattered angle.

For a perfectly smooth, mirror-like surface, this means that only the surface facet at� Sp will scatter

power towards the receiver. For a rough surface, such as the wind-driven ocean surface, the signal

scattered towards the receiver will originate from a larger region called theglistening zone . For

spaceborne GNSS-R, the glistening zone is several hundred kilometers across.

The orientation that a surface facet must take to ful�ll the quasi-specular scattering condition

can be described by either the scattering vectorq, which is the required direction of the surface
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Figure 2.1: Basic GNSS-re
ectometry geometry
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normal of the facet, or the slope vectors, which describes the required slope of the facet. The

vectors q and s are determined as follows. For a facet at position� on the surface, r SR(� ) =

r R � � is the vector from the facet to the receiver andr ST (� ) = r T � � is the vector from the

facet to the transmitter. The corresponding unit vectors are r̂ SR(� ) = r SR(� )=kr SR(� )k and

r̂ ST (� ) = r ST (� )=kr ST (� )k. The scattering vector bisects the acute angle formed between these

two vectors. In the ECEF frame, the scattering vector is

qECEF (� ) = r̂ SR(� ) + r̂ ST (� ) : (2.4)

The local incidence angle is

� (� ) =
1
2

cos� 1(r̂ SR(� ) � r̂ ST (� )) : (2.5)

It is more convenient to expressq in the east, north, up (ENU) coordinate system, a type of

local tangent plane coordinate system: thez-axis (up) aligns with local vertical and the x (east)

and y (north) axes span the local tangent plane. The rotation between ECEF and ENU depends

on the latitude � g and longitude � g at � :

q(� ) =

2

6
6
6
6
6
4

qE

qN

qU

3

7
7
7
7
7
5

=

2

6
6
6
6
6
4

� sin(� g) cos(� g) 0

� sin(� g) cos(� g) � sin(� g) sin(� g) cos(� g)

cos(� g) cos(� g) cos(� g) sin(� g) sin(� g)

3

7
7
7
7
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5

qECEF (� ) : (2.6)

The slope vector, describing the facet orientation necessary for quasi-specular scattering in terms

of the slope along the east and north axes, is

s(� ) =

2

6
4

sE

sN

3

7
5 =

2

6
4

� qE
qU

� qN
qU

3

7
5 : (2.7)

To be clear, s(� ) is a purely geometrical term describing the facet orientation at each point on the

surface required to enable quasi-specular scattering. It says nothing about the actual surface slopes
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that are driven by the surface wind. Mathematical models for the surface slope distribution and

its dependence on wind is described later in Section 2.3.3.

So far, we have considered the scattering geometry in the spatial domain. However, the signal

power scattered in the spatial domain is not directly observed by the GNSS receiver. The GNSS

receiver instead distinguishes scattered signal contributions across the surface by their associated

delay (related to the total re
ection path length at � ) and Doppler frequency shift (related to the

line-of-sight velocities of the transmitter and receiver relative to � ). The delay at � is the total

re
ection path length in units of GPS signal code chips:

� 0(� ) =
1

ctchip
(RR (� ) + RT (� )) ; (2.8)

wherec is the speed of light;tchip is the duration of the GPS signal chip (997.5 ns for GPS L1C/A);

and RR (� ) = kr SR(� )k and RT (� ) = kr ST (� )k are the ranges from� to the receiver and the

transmitter, respectively. The Doppler frequency is

f 0(� ) = �
f c

c
(vSR(� ) + vST (� )) ; (2.9)

where f c is the center frequency of the GPS signal (1575.42 MHz for GPS L1C/A);vSR(� ) =

r̂ SR(� ) � vR and vST (� ) = r̂ ST (� ) � vT are the line-of-sight velocities of the receiver and transmitter,

respectively. Throughout this dissertation, delay and Doppler values are expressed relative to the

specular point:

� (� ) = � 0(� ) � � 0(� Sp) and (2.10)

f (� ) = f 0(� ) � f 0(� Sp) : (2.11)

As a result, � (� Sp) = 0 and f (� Sp) = 0.
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2.3 The Delay-Doppler Map

The main GNSS-R data product we consider is the delay-Doppler map (DDM), a measure-

ment of the received scattered signal power as a function of delay and Doppler frequency. An

example of DDMs produced by CYGNSS is shown in Figure 2.2. Shown here are apower DDM

(also referred to simply as a DDM) and a DDM of bistatic radar cross-section (BRCS), described

later.

Similar to acquisition in conventional GNSS signal processing, DDMs are produced by cross-

correlating the received signal with a local replica across a range of delay and Doppler o�sets. The

signal processing involved in producing DDMs is not explained in detail here; more information can

be found in [Zavorotny et al., 2014] and references therein. For our purposes, it is more important

to understand the physical model for the DDM, explained in the following sections.

Figure 2.2: Here are some delay-Doppler maps produced by CYGNSS. The basic DDM is gen-
erating by cross-correlating a local replica of the GPS L1C/A signal with the received re
ected
signal. The power DDM (in units of Watts) and BRCS DDM (in units of m 2) are then generated
by applying various calibrations (described in Section 4.1) to this raw DDM. The axes are the delay
and Doppler relative to the specular point. The \horseshoe" shape of the DDMs, with a peak value
near the specular point, is typical for spaceborne GNSS-R.
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2.3.1 Bistatic Radar Equation for GNSS-R

We consider the case of di�use scattering of the GNSS signal from the ocean surface, where

the DDM contains contributions from many quasi-specular re
ections from curved surface facets

of the waves within the glistening zone. DDMs can be modeled using a bistatic radar equation for

GNSS-R [Zavorotny and Voronovich, 2000]. The assumption of fully di�use scattering is usually

valid for ocean re
ections. However, for calm seas (i.e., very low wind speeds), the scattered signal

may contain a signi�cant coherent re
ection from the near-vicinity of the specular point. In this

case, 2.12 can be modi�ed as described in [Zavorotny et al., 2014]. For fully di�use scattering from

the rough ocean surface, the model for the DDM in units of power is

DDM (� 0; f 0) =
T2

c PT � 2

(4� )3

ZZ

A

GR (� )GT (� )� (� ; v; � )
RR (� )2RT (� )2 � 2 �

� (� ) � � 0; f (� ) � f 0� d� : (2.12)

Here, (� 0; f 0) is the delay-Doppler coordinate in the DDM; A is the glistening zone;� is the position

vector of a point on the surface; Tc is the coherent integration time (typically 1 ms); PT is the

transmit power; � is the carrier wavelength (19 cm for GPS L1);GR and GT are the receiver and

transmitter antenna gains at position � ; RR and RT are the receiver and transmitter ranges at� .

The term � 2 is the Woodward Ambiguity Function (WAF), which models the correlation response

of the receiver. The WAF is described in more detail in Section 2.3.5. The in
uence of the ocean

surface roughness, driven in part by the wind speedv and direction � , is encapsulated in� , the

normalized bistatic radar cross-section (NBRCS). A common modi�ed form of the DDM is the

BRCS DDM , which has undergone additional processing to approximately remove the in
uence

of gain, range, and other non-BRCS terms. For example, Section 4.1.2 describes the Level 1b

calibration used by CYGNSS to convert power DDMs, modeled in equation 2.12, to BRCS DDMs.
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2.3.2 Bistatic Radar Cross-Section

A commonly-used model for the NBRCS (valid under the geometric optics limit of the Kirch-

ho� approximation [Barrick, 1968]) is

� (� ) = � jR(� )j2
jjq(� )jj4

(qU (� ))4 P (s(� ); v; � ) : (2.13)

Here,R(� ) is the Fresnel re
ection coe�cient and P(s) is the probability density function of surface

slopes. Assuming the incident signal is right-hand circularly polarized (as is the case with GPS)

and the re
ected signal is left-hand circularly polarized (as is predominantly the case for re
ection

scenarios considered here, where� < 70� ), the Fresnel re
ection coe�cient is

R(� ) =
1
2

 
" cos (� (� )) �

p
" � sin2 (� (� ))

" cos (� (� )) +
p

" + sin 2 (� (� ))
�

cos (� (� )) �
p

" � sin2 (� (� ))

cos (� (� )) +
p

" + sin 2 (� (� ))

!

; (2.14)

where � is the local incidence angle at surface location� . The complex dielectric constant of the

ocean water," , varies depending on temperature and salinity (a typical value is" = 74:62+ j 51:92).

2.3.3 Probability Density Function of Surface Slopes

The probability density function of surface slopesP(s) (hereafter referred to as the slope

PDF ) describes the probability that a surface facet has orientations. Strictly speaking, under the

quasi-specular scattering approximation and with the BRCS as given in Equation 2.13, the slope

PDF should describe the statistics of the large-scale component of the ocean surface, with length

scales several times� and larger [Zavorotny et al., 2014].

It is simplest to de�ne the slope PDF in the wind frame, where the the upwind direction is

aligned with the + sx axis. The conversion froms in the ENU frame to sw in the wind frame is

sw =

2

6
4

sx

sy

3

7
5 =

2

6
4

cos(� w) sin (� w)

� sin(� w) cos(� w)

3

7
5

2

6
4

sE

sN

3

7
5 ; (2.15)

where � w = 270� � � is the upwind direction measured counterclockwise from east.
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The slope PDF is often assumed to be a bivariate Gaussian distribution, with variance� 2
u in

the upwind direction (along sx in the wind frame) and � 2
c in the crosswind direction (along sy in

the wind frame):

PG(sw) =
1

2�
p

� 2
u � 2

c

exp
�

�
X 2 + Y 2

2

�
; (2.16)

where X = sx=
p

� 2
u and Y = sy=

p
� 2

c . The peak of the Gaussian distribution is located at

sw = [0 ; 0]T , meaning that the most likely orientation for a surface facet is 
at. Thus, the scattered

signal power in the spatial domain is the highest at� Sp.

There are various approaches to determine� 2
u and � 2

c . One option is to derive the values

from an ocean wave spectrum, such as the Elfouhaily spectrum described in Section 2.1, by inte-

grating over wavenumbers [Zavorotny et al., 2014]. The integration is performed for wavenumbers

below a cuto� (in other words, wavelengths above the equivalent wavelength cuto�) to account for

the insensitivity of the scattered signal to small-scale surface roughness within the quasi-specular

scattering regime. Another option is to use an empirical model derived directly from GNSS-R

observations. We use one such model for the variance terms [Katzberg et al., 2006], where

� 2
u = 0 :45(0:00316� g(v))

� 2
c = 0 :45(0:003 + 0:00192� g(v)) ;

(2.17)

where g(v) is a function of wind speed given by

g(v) =

8
>>>>>>><

>>>>>>>:

v ; v < 3:49

6 log(v) � 4 ; 3:49 � v < 46:0

0:411v ; v � 46:0

: (2.18)

Note that � 2
u > � 2

c , so slopes tend to be steeper along the upwind and downwind directions than

along the crosswind direction.
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Of course, the slope PDF is not necessarily Gaussian. There is some evidence of non-Gaussian

features in GNSS-R observations [Cardellach and Rius, 2008]. In [Cox and Munk, 1954], pho-

tographs of sun glitter over the ocean surface were used to model a non-Gaussian PDF that we

refer to as the Gram-Charlier slope PDF. We note that this PDF, gleaned from scattering of sun-

light (with wavelength many orders of magnitude smaller than � ), is not an ideal representation

of the slope statistics at longer length scales relevant to the quasi-specular scattering of GNSS sig-

nals. Nevertheless, this PDF is a good starting point for modeling non-Gaussian surface statistics,

and has been well-utilized in GNSS-R research [Park et al., 2017a, Park and Johnson, 2017, Guan

et al., 2018]. The Gram-Charlier slope PDF can be calculated as a product ofPG and several

terms that introduce non-Gaussian skewness (c21 and c03) and peakedness (c40, c22, and c04) to the

distribution:

PGC (sw) = PG(sw) �
�

1 �
1
2

c21(Y 2 � 1)X �
1
6

c03(X 3 � 3X ) +
1
24

c40(Y 4 � 6Y 2 + 3)

+
1
4

c22(Y 2 � 1)(X 2 � 1) +
1
24

c04(X 4 � 6X 2 + 3)
�

: (2.19)

The coe�cients are c21 = 0 :01 � 0:0086v, c03 = 0 :04 � 0:033v, c40 = 0 :40, c22 = 0 :12, and c04 =

0:23. The importance of including these non-Gaussian features in the slope PDF is highlighted in

[Chapron et al., 2000]. One prominent feature of the distribution is that it has a positive skew

along sx . Thus, the peak is in the downwind direction and the tail of the distribution extends

more in the upwind direction. The most likely slope is no longer at the origin but rather at some

sx < 0 that increases in magnitude asv increases. Although the empirical model for� 2
u and � 2

c

from Equation 2.17 is speci�c to GNSS-R, the values of coe�cients c21, c03, c40, c22, and c04 are

as originally reported in [Cox and Munk, 1954]. To our knowledge, numerical values for these

coe�cients speci�c to GNSS-R have not been obtained. It is thus possible, for example, that

the skewness of the slope PDF at L-band may be smaller than as given inPGC , meaning that the

modeled DDMs could exhibit an unrealistically large sensitivity to the upwind/downwind direction.

Nevertheless, given that there are no current alternatives, the coe�cients are used as is.
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2.3.4 Mapping from Spatial to Delay-Doppler Coordinates

The DDM can be visualized as a mapping of spatial scattered power to the delay-Doppler

domain, illustrated in Figure 2.3. The scattered power in the spatial domain is highest in the

vicinity of the specular point and decreases with distance. The white lines are isolines of path

delay (iso-delay) and the brown lines are isolines of Doppler frequency (iso-Doppler), with the

labeled values representing delay and Doppler relative to the specular point (see Equations 2.10

and 2.11). Each delay-Doppler pixel contains the signal power scattered from the region, or pair of

regions, enclosed by the corresponding iso-delay and iso-Doppler lines. Note that the �nal DDM

also includes the e�ect of the WAF, not illustrated in Figure 2.3, which smears out the scattered

power in the delay-Doppler domain so that each pixel also contains contributions from neighboring

pixels.

Figure 2.3: The mapping of scattered signal power from the spatial domain to the delay-Doppler
domain is illustrated here. For example, the pixel outlined in red in the plot on the right is centered
at 0.25 chips delay and 0 Hz Doppler and represents the scattered power enclosed by isolines from
0.125 to 0.375 chips delay and -250 Hz to 250 Hz Doppler in the plot on the left. The delay-Doppler
domain has a delay resolution of 0.25 chips and a Doppler resolution of 500 Hz, the same as the
standard CYGNSS DDM.

Except along the ambiguity-free line (demarcated by the gray dashed line in Figure 2.3),

there are two distinct surface regions that map to the same delay-Doppler pixel. Thismapping



27

ambiguity plays an important role in the later chapters of this dissertation. Another important

aspect of the mapping is that the physical surface area corresponding to a delay-Doppler pixel is

not constant. The surface area decreases with distance from the specular point.

2.3.5 Woodward Ambiguity Function

As mentioned earlier, a DDM is produced in the GNSS receiver by cross-correlating the

received scattered signal (containing signal contributions across the glistening zone with varying

delay and Doppler values) with the local replica signal across a range of delays and Dopplers.

The correlation power is highest when the delay and Doppler of the scattered signal component is

aligned with that of the replica signal. For slightly misaligned delay and Doppler, the correlation

power falls o� but is still non-zero. This receiver correlation response is modeled by the WAF

[Zavorotny and Voronovich, 2000], which for the GPS L1C/A signal is approximated as

� 2(�; f ) = � 2(� )jS(f )j2 where (2.20)

�( � ) =

8
>>><

>>>:

1 � j � j ; j� j � 1

0 ; j� j > 1

and (2.21)

jS(f )j =
j sin(�fT c)j

�fT c
: (2.22)

Figure 2.4 illustrates � 2(�; f ). Its shape along the delay and Doppler axes is� 2(�; 0) = � 2(� ) and

� 2(0; f ) = jS(f )j2, respectively. The e�ect of the WAF can be thought of as a two-dimensional

convolution of the scattered power in the delay-Doppler domain (i.e., the right panel of Figure 2.3)

with � 2 [Marchan-Hernandez et al., 2009].

Another useful interpretation of the WAF is that it de�nes a spatial footprint for each co-

ordinate (� 0; f 0) in the DDM. The term � 2 (� (� ) � � 0; f (� ) � f 0) in Equation 2.12 describes the

weighted region of the ocean surface that contributes toDDM (� 0; f 0). This understanding of the

WAF is central to the methodology described in Section 3.3.
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Figure 2.4: The Woodward ambiguity function � 2(�; f ), which approximates the correlation
response for the GPS L1C/A signal
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2.4 Surface Wind Retrieval

Most wind speed and wind direction retrieval algorithms to date are based on processing

DDMs. Wind speed retrieval, a well-established application of GNSS-R, has been gradually im-

proved since its original demonstration. The CYGNSS wind speed retrieval uses BRCS DDMs. To

ensure a spatial resolution better than 25 km, only 15 pixels (3 delay by 5 Doppler) centered at

the specular point are used in the retrieval. This portion of the BRCS DDM is normalized by the

e�ective scattering area (considering the region of the surface that maps into these pixels and the

e�ect of the WAF) and used to calculate two observables called the NBRCS (formerly known as the

DDMA) and LES [Clarizia and Ruf, 2016], which are fed into GMFs to estimate the wind speed.

There are many more methods for wind speed retrieval, both theoretical and applied to a number

of GNSS-R systems. In our previous work, for example, we developed a machine learning-based

algorithm for retrieving the wind speed from CYGNSS data [Liu et al., 2019]. Wind speed retrieval,

however, is not a focus of this dissertation.

Wind direction retrieval has seen a signi�cant variety of approaches. It has been demonstrated

using GNSS-R measurements on airborne platforms [Komjathy et al., 2004, Armatys, 2001, Valencia

et al., 2014, Rodriguez-Alvarez et al., 2013]. In [Valencia et al., 2014], the wind direction was

retrieved with a 20� RMSE by using an observable related to the asymmetry of the DDM. However,

due to the mapping ambiguity and the upwind/downwind ambiguity of the assumed Gaussian slope

PDF, each single-DDM retrieval produced four possible wind directions. Resolving this fourfold

ambiguity required measurements from multiple specular points. It is important to note that this

type of ambiguity resolution would not be feasible in a spaceborne geometry because specular points

corresponding to di�erent GNSS transmitters are spaced hundreds of kilometers apart.

For a receiver in a spaceborne geometry, wind direction retrieval has proven to be even more

di�cult. A modeling study performed in [Park and Johnson, 2017] �nds that the impact of wind

direction on purely specular scattering is almost negligible, and that the impact on slightly non-

specular scattering (such as the small portion of the DDM used in the standard CYGNSS wind
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speed retrieval) is likely too small to be of practical use. The authors suggest that portions of the

DDM farther from the specular point should be used for wind direction retrieval.

One approach is to simply use a larger DDM that includes more pixels that contain contri-

butions from non-specular scattering. In [Guan et al., 2018], a sensitivity to wind direction was

found in simulated DDMs; however, a 200 km wide region of scattering was used to simulate each

DDM, resulting in a spatial resolution too coarse to be of practical use. The �rst attempted wind

direction retrieval from spaceborne measurements was presented in [Li and Huang, 2014]. The

e�ective spatial resolution of these retrievals was extremely coarse (larger than 200 km) because

the measurements were non-coherently accumulated over 18 seconds (more than 100 km of specular

point motion) and the DDMs had a large delay and Doppler range. The wind direction retrievals

had an RMSE of 30� , but the statistical signi�cance of this �gure is questionable given the small

sample size (3 retrievals). More recently, [di Bisceglie et al., 2019] used a DDM deconvolution

approach for wind direction estimation. Again, though, spatial resolution is a concern because of

the size of the region considered.

Another approach is to produce DDMs in a completely non-specular geometry (i.e., the DDM

does not contain the specular point). The feasibility of this approach was explored in [Wang et al.,

2018] and a retrieval algorithm for simulated DDMs was demonstrated in [Zhang et al., 2020].

The results look promising, although the wind direction retrieval relies on a measurement of the

corresponding wind speed. The near-specular DDM can be used to estimate the wind speed, but

the footprint of this measurement is not exactly coincident with the footprint of the non-specular

DDM; the amount of error introduced by heterogeneity of the surface wind �eld is unclear.

Each of the above-mentioned spaceborne methods is unproven for real GNSS-R data. Even

more signi�cantly, at least in the context of current practical applicability, is that none of the meth-

ods could even be applied to CYGNSS data, by far the most widely-available source of spaceborne

GNSS-R data. The CYGNSS DDMs have a delay range of [-1, 3] chips and a Doppler range of

[-2500, 2500] Hz, and thus lack the non-specular pixels that each of these methods rely on. Further-

more, spatial resolution is a major challenge|to provide useful measurements, a wind direction
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retrieval algorithm should have a spatial resolution as close to 25 km (the resolution of ASCAT and

other scatterometers) as possible. Stare processing, discussed in the following chapters, provides

the opportunity to incorporate more measurements of o�-specular scattering while maintaining a

�ner spatial resolution.



Chapter 3

Stare Processing

3.1 Stare Processing Overview

In stare processing, a sequence of consecutive DDMs is processed together by following a

�xed point (or set of �xed points) on the surface as it propagates through delay-Doppler space.

Doing so allows greater observability of the wind-dependent ocean surface slope statistics, including

the wind direction-sensitive periphery of the DDM, without signi�cantly degrading the spatial

resolution. Consider the illustration in Figure 3.1. In Figure 3.1a, the scattering vectors for three

surface facets (q1, q2, and q3) are shown. These surface facets have corresponding slope vectors

s1, s2, and s3. Assuming a perfect calibration, sampling the DDM at the pixels corresponding

to these facets indicates how likely the surface is to assume this orientation|or, in other words,

a measurement of the slope PDF for these particular surface slopes. Figure 3.1b shows how the

scattering vectors change after the satellites move. The new positions and line-of-sight velocities

of the satellites also result in di�erent delay and Doppler values for the facets. Now, samples

taken from the corresponding region of the DDM for this epoch can be related to the value of the

slope PDF for these new surface slopes. The slope PDF continues to be probed in this way as the

satellites move in their orbits, providing a new look angle for each epoch. Throughout this entire

process, the physical positions of the surface facets, called thestare points , remain unchanged.

In general, the measurement footprint, and thus the spatial resolution, depends on the amount

and relative positions of stare points considered. Placing stare points across a larger region of the

surface degrades the spatial resolution, but provides a greater diversity in surface slope sampling.
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Figure 3.1: Basic illustration of stare processing. Here, each surface facet is tilted as necessary
to ful�ll the quasi-specular scattering condition. The orientation of the facet is described by the
scattering vector q. The corresponding slope of each facet along the East (the horizontal axis
in the illustration) is sE = � qE

qU
. For the real two-dimensional ocean surface, the slope vector

s = [ sE ; sN ]T consists of the slope components along the East and the North necessary for quasi-
specular scattering. In this illustration, sN = 0.
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Stare processing can also be thought of as a trade-o� between the spatial and temporal

resolution of a measurement. A GNSS-R measurement made with a 1 Hz CYGNSS DDM has a

temporal resolution of 1 second, determined by the 1 second non-coherent integration time used

to produce each DDM. The temporal resolution of stare processing depends on the length of the

DDM sequence used. In Section 3.3 and later, we apply stare processing to sequences of 15 DDMs

at 1 Hz (temporal resolution of 15 seconds), which is much shorter than the time scales associated

with changes in surface winds over the open ocean. So, this trade-o� is clearly justi�able.

3.1.1 Previous Work

Stare processing was �rst applied to GNSS-R satellite measurements in [Tye et al., 2016],

using DDMs from the TechDemoSat mission. A single stare point, chosen as the specular point

from the DDM in the middle of the sequence, was tracked through a sequence of DDMs. The

resulting series of DDM samples was used to estimated the omni-directional surface mean square

slope, which is related to scalar wind speed. The technique was extended to accommodate multiple

stare points in [Southwell, 2018]. The technique therein was called ambiguous stare processing

in reference to the mapping ambiguity; except along the ambiguity-free line, there is a pair of

stare points that map into the same delay-Doppler pixel. Processing simulated DDMs using this

methodology demonstrated a sensitivity to wind direction.

We took the next steps in [Collett and Morton, 2019], where we sampled a DDM sequence

via ambiguous stare processing and formulated a vector wind retrieval as a nonlinear least squares

problem where modeled NBRCS values (containing the slope PDF parameterized by wind speed

and direction) were �t to the values from the DDMs. The retrieval performance for simulated

DDMs was assessed for di�erent choices of number of DDMs and con�guration of stare points.

Using sequences of 31 DDMs and 5 stare points along the same iso-Doppler contour yielded the

best balanced between approximate spatial resolution (< 50 km) and wind direction RMSE (30� ,

assuming the twofold ambigutiy has been resolved).

This physical model-based approach has proven di�cult to extend to wind direction retrievals
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with CYGNSS DDMs. The limited delay and Doppler range of the CYGNSS DDMs constrains

stare processing to sequences of no more than about 15 DDMs, but there are also more fundamental

problems. Firstly, the method only works insofar as the NBRCS model accurately represents the

true surface NBRCS values. The NBRCS dependence on wind direction is weak and the model is

not particularly well-validated. Secondly, the method models the DDM NBRCS values as if they

come from a well-de�ned point or pair of points. In reality, the DDM NBRCS values consist of

contributions from the irregularly-shaped surface region that maps into that DDM pixel and the

smearing e�ect of the WAF. Lastly, the DDM NBRCS values are contaminated by thermal noise,

speckle noise, and inaccurate calibration of gain and range terms.

The stare processing methodology introduced later in Section 3.3 provides a more general

framework to address many of these problems. No speci�c model of the surface slope PDF needs

to be assumed, although the quasi-specular approximation and the general form of the di�use

scattering NBRCS (Equation 2.13) are. The improved methodology also better accounts for the

region of surface scattering that contributes to each DDM value. Noise and calibration errors are

addressed in the analysis of real CYGNSS data in Chapter 4 and beyond.

Before we describe this methodology in greater detail, however, we discuss some simpli�ed

scenarios to illustrate the interplay between several related spaces that are central to understanding

and implementing stare processing: the physical ocean surface, delay-Doppler space, and slope

space.

3.2 Simpli�ed Scenarios

Consider a sequence ofI = 7 BRCS DDMs produced at 1 Hz with a resolution of � � = 0 :25

chips and � f = 500 Hz and range of [� 1; 3] chips and [� 2500; 2500] Hz (the resolution and nominal

range of CYGNSS DDMs). The DDMs are indexed byi = f� I 2; � I 2 + 1 ; : : : ; I 2g, where I 2 = I � 1
2 .

In the case of I = 7, i = f� 3; � 2; � 1; 0; 1; 2; 3g. The satellite geometry changes throughout

the sequence and is thus also indexed byi ; the position and velocity vectors of the receiver and

transmitter are r R;i , vR;i , r T;i , and vR;i .
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The �gures in this section are produced for one particular example geometry with � =

37� , � = 229� (de�ned in Equation 3.1) and azimuthal angle of specular point motion az = 55 �

(measured clockwise from north).

3.2.1 Single Stare Point

We �rst place a single stare point at surface position � c, de�ned to be the specular point

at i = 0 (determined from r R;0 and r T;0 using Equation 2.3). Although the stare point is �xed

on the surface, its delay-Doppler coordinates (� i ; f i ), calculated from Equations 2.10 and 2.11,

change throughout the sequence. The sequence of values (� i ; f i ), which we refer to as asampling

scheme, indicates where to sample each DDM in the sequence (see Figure 3.2). In practice, the

BRCS DDMs are sampled via bilinear interpolation and normalized by the e�ective scattering area.

The remaining geometry-dependent terms (see Equation 2.13) are then approximately removed so

that the samples represent estimates of the slope PDF at various locations. This process is described

in more detail in Section 4.3.

For now, we assume that the DDM values at (� i ; f i ) represent surface scattering information

at the exact point � c. In reality, considering the e�ects described in Section 2.3.4, the DDM value

corresponds to a larger region of space in the vicinity of� c. These e�ects are addressed with the

methodology described later in Section 3.3.

To understand how the DDM values sampled in stare processing are related to the wind-

dependent slope PDF, it is helpful to visualize the stare point locations in slope space, where the

axes are the components of the slope vectors = [ sE ; sN ]T . The slope space representation of the

stare point is also depicted in Figure 3.2. The slope vectorsi of the stare point, calculated from

Equation 2.7, moves through slope space with changes in satellite geometry. The vectorssi fall in

an approximately straight line; thus, sampling DDMs via stare processing is like taking a \slice"

through slope space. The direction of this line is theobservation vector , � s = s1 � s0. The
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Figure 3.2: Simpli�ed stare processing scenario 1: single stare point
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correspondingobservation angle , measured clockwise from the +sN axis, is

� = 90 � � arctan2 (� sN ; � sE ) : (3.1)

We de�ne the slope parameter si as the distance along the sampling line:

si = si �
� s

jj � sjj
: (3.2)

3.2.1.1 Relative Wind Direction

Assuming PGC (s) (see Section 2.3.3) withs in the ENU frame, the wind direction � in the

oceanographic convention is also the direction of the peak ofPGC (s; v; � ) measured clockwise from

the + sN axis. Thus, the sampled DDM values are sensitive to the relative wind direction

� = � � � ; � 2 [� 180� ; 180� ] : (3.3)

As illustrated in Figure 3.3, there is an ambiguous wind direction � 0 where the positions ofsi line

up with the contour lines of PGC (s; v; � 0) in the same way as with those ofPGC (s; v; � ). For the case

of � 0, the relative wind direction satis�es the equation � 0 � � = � � . Therefore, if assumingPGC ,

it would only be possible to retrieve the ambiguity-free valuej� j 2 [0� ; 180� ]. Given a retrieved j� j,

the two possible wind directions are� 1 = j� j + � and � 2 = �j � j + � . For the Gaussian PDF PG

(Equation 2.16), there would be two additional ambiguities at � 1 + 180� and � 2 + 180� .

It is also possible that the actual surface slope statistics follow another slope PDF entirely,

for which the wind direction sensitivity and retrieval ambiguity would need to be reassessed. This

scenario and the accompanying experimental evidence is explored later in Chapter 5. In any case,

the fact remains that stare processing is sensitive to the relative wind direction� rather than the

absolute wind direction � .
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Figure 3.3: Wind direction retrieval ambiguity in stare processing for PGC . The gray contour lines
plot out the values of PGC for v = 10 m/s and � = 140� (left) or � = 340� (right).
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3.2.2 Unambiguous Stare Points

Consider multiple stare points along the ambiguity-free line, as illustrated in Figure 3.4.

Recall from Section 2.3.4 that points along the ambiguity-free line have a one-to-one mapping

between spatial and delay-Doppler coordinates, hence the designation ofunambiguous stare

points . We place J = 3 stare points, indexed by j = f� 1; 0; 1g, along the ambiguity-free line. In

this case, we de�ne a sampling scheme overi and j : (� ij ; f ij ). The center stare point (j = 0),

equivalent to the single stare point described in Section 3.2.1, is placed at thei = 0 specular

point: ( � 00; f 00) = (0 ; 0). The remaining stare points are de�ned at i = 0 at regularly-spaced

Doppler intervals: f 0j = j � f . The delay coordinates� 0j are chosen so that the points lie along the

ambiguity-free line.

The stare points are at the surface positions� j ; these positions and the satellite geometry

are used to compute (� ij ; f ij ) for i 6= 0. Note that there is no constraint enforcing that positions � j

remain along the ambiguity-free line for i 6= 0. The orientation of the ambiguity-free line depends on

the relative orientation of the iso-delay and iso-Doppler lines, which varies as the satellites move in

their orbits. In practice, however, deviations of � j away from the ambiguity-free line are negligible

for DDM sequences shorter than about 30 seconds.

The stare points correspond to slope vectorssij , also shown in Figure 3.4. The vectorssij

still fall in an approximately straight line in the direction � . Adding unambiguous stare points

results in a denser sampling of slope space along the observation direction. This comes at the cost

of a coarser spatial resolution relative to that of the single stare point. The spatial resolution of

stare processing is described later in Section 3.3.3.

3.2.3 Ambiguous Stare Points

Finally, consider the case ofambiguous stare points , depicted in Figure 3.5. Here, we

de�ne a sampling scheme (� ik ; f ik ), wherek = f 0; 1; 2g is the index of theK = 3 stare points. Similar

to before, the center stare point (k = 0) is placed at the i = 0 specular point: ( � 00; f 00) = (0 ; 0),
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Figure 3.4: Simpli�ed stare processing scenario 2: unambiguous stare points
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and the surface position� c is used to calculate (� i 0; f i 0). The remaining stare points are placed for

all i at regularly-spaced positive delay o�sets relative to the center stare point: � ik = � i 0 + k� �

and f ik = f i 0.

The ambiguous stare points (k > 0) do not lie along the ambiguity-free line. Therefore, each

stare point corresponds to two distinct surface positions� (1)
k and � (2)

k . Strictly speaking, because

(� ik ; f ik ) for k > 0 is calculated at delay o�sets relative to the center stare point and without

explicit consideration of the physical surface positions,� (1)
k and � (2)

k may vary with i . In practice,

variations with i are negligible for DDM sequences shorter than 30 seconds.

The slope space representation is also shown in Figure 3.5. As before, the center stare point

corresponds to slope vectorssi 0 that fall along a mostly straight line in slope space in direction � .

Each ambiguous stare point, in contrast, is represented by two separate, parallel slope space lines

through coordinates given bys(1)
ik and s(2)

ik (k > 0). These lines also lie in the direction� . Adding

ambiguous stare points has the e�ect of widening the region in slope space that is sampled via stare

processing. Again, this comes at the cost of a coarser spatial resolution.

We now consider what impact using ambiguous stare points|and in turn probing regions of

slope space away from the primary sampling line throughsi 0|has on the wind direction retrieval

ambiguity for PGC described in Section 3.2.1.1. Indeed, if the values ofPGC at s(1)
ik and s(2)

ik for

k > 0 could be estimated separately, the wind direction ambiguity could be resolved. However,

because of the mapping ambiguity, the DDM value at (� ik ; f ik ) represents an average of the surface

scattering information corresponding to s(1)
ik and s(2)

ik . As before, the sampled DDM values will be

similar for � and � 0, and only the parameter j� j can be retrieved unambiguously.

3.3 Stare Processing Methodology

The stare processing methodology, introduced here and used throughout the remainder of

this dissertation, builds o� of the simpli�ed scenarios discussed in the previous section and utilizes

a more accurate understanding of the spatial and slope space representations of the stare points.

The �gures are produced for the same example geometry used in the previous section.
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Figure 3.5: Simpli�ed stare processing scenario 3: ambiguous stare points
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3.3.1 Standard Sampling Scheme

The standard sampling scheme is illustrated in Figure 3.6. Stare processing is applied to

a sequence ofI = 15 DDMs (indexed by i = f� 3; � 2; : : : ; 3g) at 1 Hz. The stare points consist

of J = 5 points (indexed by j = f� 2; � 1; 0; 1; 2g) in each of K = 7 stare sets (indexed by

k = f� 3; � 2; � 1; 0; 1; 2; 3g). The sampling scheme consists of delay-Doppler coordinates, de�ned

relative to the i th specular point, for i , j , and k: (� ijk ; f ijk ).

The primary stare set (k = 0), consisting of J = 5 stare points, is similar to the unam-

biguous stare points described in Section 3.2.2. After de�ning the center stare point ati = 0 with

position � c, the remaining points in the primary stare set are placed at regularly-spaced Doppler

intervals f 0j 0 = j � f and at delay values� 0j 0 so that they lie along the ambiguity-free line. Then,

(� ij 0; f ij 0) for i 6= 0 is calculated from surface positions� j and satellite geometry i . The sec-

ondary stare sets (k 6= 0) are de�ned in a similar way to the ambiguous stare points described

in Section 3.2.3. They are placed at regularly-spaced delay o�sets relative to the primary stare set:

� ijk = � ij 0 + k� � and f ijk = f ij 0.

With the primary and secondary stare sets de�ned, comprising a total of JK = 35 stare

points, the sampling scheme (� ijk ; f ijk ) is complete. The delay and Doppler o�sets (� � = 0 :25

chips and � f = 500 Hz) are chosen to accommodate the standard CYGNSS DDM resolution,

although the sampling scheme could be easily adjusted to match DDMs of any resolution. Also

notice that, in Figure 3.6, the points start to fall outside of the DDM window for ji j � 2. The

DDM cannot be sampled at all points (� ijk ; f ijk ); the total number of sampled values is fewer than

the maximum number IJK = 525 allowed by the sampling scheme. The set ofNV valid points is

V = f (i; j; k ) : � min � � ijk � � max and f min � f ijk � f maxg ; (3.4)

where � min = � 1 chips, � max = 3 chips, f min = � 2500 Hz, andf max = 2500 Hz, the nominal range

of CYGNSS DDMs.

Previously, in Section 3.2, we made the assumption that each stare point corresponds to a
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Figure 3.6: The standard sampling scheme
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well-de�ned position, or pair of positions, on the surface. The primary stare set (k = 0) consists

of unambiguous stare points with surface positions� j . The secondary stare sets at positive delay

o�sets (k > 0) consist of ambiguous stare points with surface positions� (1)
jk and � (2)

jk . The secondary

stare sets at negative delay o�sets (k < 0) consist of stare points of a type not previously considered.

These stare points do not have surface positions in the same sense as thek � 0 stare points; the

delay-Doppler coordinates (� ijk ; f ijk ) for k < 0 do not exist on the surface. However, because of

the WAF, the DDM pixels sampled at the k < 0 stare points do in fact contain physical surface

scattering information. The WAF can be used to determine the weighted region of the surface that

contributes to each of these stare points. Using the WAF to determine a surface weight (i.e., a

footprint ) is a better and more general approach to understand the surface scattering contributions

for each stare point, even those fork � 0 with previously-de�ned surface positions.

In the following sections, stare processing will be further described using this more rigorous

understanding of stare points as spatial footprints that describe the relative weight of the surface

scattering contributions contained in the corresponding DDM pixel. Similarly, the slope space rep-

resentation will use slope space footprints rather than simple slope vector coordinates. Rigorously

speaking, stare points aren't really \points" after all, but we will often refer to them in this way.

A result of considering the spatial and slope space footprints is that the distinction between un-

ambiguous and ambiguous stare points (andk < 0 stare points, which do not even �t within the

previous framework) becomes less important from a mathematical perspective, and the following

equations can be easily generalized to any sampling scheme.

3.3.2 Spatial Footprints

As described in Section 2.3.5, the WAF determines how the surface scattering contributes to

the DDM at a given delay-Doppler coordinate (� 0; f 0). In a realistic DDM with �nite resolution,

a pixel centered at (� 0; f 0) contains the combined scattering contributions for delay-Doppler coor-

dinates in the range
�
� 0� � �

2 ; � 0+ � �
2

�
along delay and

h
f 0� � f

2 ; f 0+ � f
2

i
along Doppler, where

� � and � f are the delay and Doppler resolution, as well as the smearing e�ect of the WAF. To
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account for DDM resolution, we de�ne a modi�ed WAF:

� 2
m (�; f ) � � 2

m (� )jSm (f )j2 ; where (3.5)

� m (� ) =

8
>>>>>>><

>>>>>>>:

1 ; j� j � � �
2

1 + � �
2 � j � j ; � �

2 < j� j � 1 + � �
2

0 ; j� j > 1 + � �
2

and (3.6)

jSm (f )j =

8
>>>>>>><

>>>>>>>:

1 ; jf j � � f
2

j sin( �T c(f + � f
2 )) j

�T c f ; f < � � f
2

j sin( �T c(f � � f
2 )) j

�T c f ; f > � f
2

: (3.7)

The modi�ed WAF is illustrated in Figure 3.7. Notice that the modi�ed WAF has the property

� 2
m (� � � 0; f � f 0) = 1 when � 0� � �

2 � � � � 0+ � �
2 and f 0� � f

2 � f � f 0+ � f
2 , meaning that positions

on the surface with delay and Doppler within the pixel centered at (� 0; f 0) are weighted equally.

This property is consistent with the spatial to delay-Doppler mapping described in Section 2.3.4,

where the spatial scattered power enclosed by the iso-delay and iso-Doppler lines corresponding to

the delay-Doppler pixel boundary is mapped to that pixel. The value of � 2
m outside of the DDM

pixel accounts for the smearing e�ect of the WAF.

Next, we use� 2
m to de�ne the spatial footprint as a function of position � on the surface

A. The spatial footprint for a DDM pixel centered at ( � 0
i ; f 0

i ) in the i th DDM is

W� 0
i ;f 0

i
(� ) = � 2

m

�
� i (� ) � � 0

i ; f i (� ) � f 0
i

�
; (3.8)

where � i (� ) and f i (� ) are the delay and Doppler across the surface that depend on the satellite

geometry indexed byi .

A point ( � ijk ; f ijk ) in the sampling scheme does not typically align exactly with the center

of a DDM pixel. The DDM value at ( � ijk ; f ijk ) is estimated via bilinear interpolation of the four
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Figure 3.7: The modi�ed Woodward ambiguity function � 2
m (�; f ) for � � = 0 :25 chips and � f =

500 Hz



49

adjacent pixels (� 0
ijk ; f 0

ijk )1;2;3;4, so the spatial footprint for ( � ijk ; f ijk ) could be similarly interpolated

from the spatial footprints W (1;2;3;4)
� 0

ijk ;f 0
ijk

(� ) of the four adjacent pixels. For simplicity, we make the

approximation that the spatial footprints for each of the points ( � ijk ; f ijk ) is the spatial footprint

assuming the pixel is centered at (� ijk ; f ijk ):

Wijk (� ) = � 2
m (� i (� ) � � ijk ; f i (� ) � f ijk ) : (3.9)

The e�ective scattering area

aijk =
ZZ

A

Wijk (� ) d� (3.10)

is used to normalized the BRCS values sampled from the DDMs. For other purposes, the spatial

footprint is normalized as

Ŵijk (� ) =
Wijk (� )

aijk
; (3.11)

such that
RR

Ŵijk (� ) d� = 1.

Figure 3.8 shows an example ofŴijk (� ) for i = 0 and across all stare points indexed byj

and k. All footprints are plotted on an 80 km � 80 km grid centered at � c. The larger footprint

shown in the lower right is the epoch footprint for i = 0. The i th epoch footprint is the average

of the individual footprints for all NVi valid points Vi at i :

Ŵi (� ) =
1

NVi

X

Vi

Ŵijk (� ) ; (3.12)

which ful�lls the normalization criterion
RR

Ŵi (� ) d� = 1. In this case, the epoch footprint is

distributed around � c.

There are several important qualitative observations to be made about the individual foot-

prints depicted in Figure 3.8. First, for j = 0, compare the footprint for k = 0 to the footprints

for k > 0. The k = 0 footprint is indeed unambiguous in the sense that the footprint covers a

single distinct region. For higher k, the mapping ambiguity plays a role. For k = 3 especially, the
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Figure 3.8: Spatial footprints at i = 0. To more easily visualize each footprint, the color scale is
di�erent for each individual plot, ranging from 0 to Ŵmax , the maximum value of Ŵijk (� ).
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footprint is comprised of two somewhat disjoint surface regions, although the regions are smeared

together because of the WAF e�ects.

Second, across allj , compare the general shape of footprints fork < 0 to the footprints for

k = 0. The shape is similar, but becomes more concentrated ask decreases; for a givenj , the

spatial resolution becomes �ner ask decreases. However, the SNR of the sampled DDM values also

decreases ask decreases.

Third, across all k, observe how the footprint shape changes withj . At i = 0, the j = 0 stare

points are near the peak of the DDM. For jj j > 0, the stare points are positioned away from the

peak of the DDM, and the footprints are more stretched out into crescent shapes. This occurs as a

consequence of the orientation of the iso-delay and iso-Doppler lines. In particular, the footprint is

distributed along one side of the approximately elliptical iso-delay line where it intersects with the

relevant iso-Doppler line. This e�ect is exacerbated by the width of the WAF along the Doppler

axis (i.e., the width of jSm (f )j2), which smears the footprint considerably along the iso-delay ellipse.

To understand how the footprints change throughout the DDM sequence, consider the foot-

prints for i = 4 depicted in Figure 3.9. Footprints corresponding to invalid points are shaded in

gray and are excluded from the calculation forŴ4(� ). In the case of i = 4, the stare points have

shifted so that they are all at negative Dopplers relative to the specular point. The j = 2 stare

points are closest to the peak of the DDM, and their footprints are therefore the most symmetric.

For points towards the periphery of the DDM, the footprints become more and more stretched out.

Eventually, the point leaves the DDM window and is excluded from the valid set, meaning that

the DDM range imposes limit on how much the footprints can be stretched. Here, this e�ect is

most extreme for j = � 1, k = � 1, where the higher weights in the footprint are smeared across

a distance of more than 60 km. Although the standard sampling scheme could be easily modi�ed

to apply to longer sequences of DDMs with a larger window, it is important to keep in mind that

this e�ect would become even more extreme (see, for example, the footprint for the invalid point

at j = � 2, k = 3).

The epoch footprint Ŵ4(� ), in contrast to Ŵ0(� ), is distributed to the northeast of � c. At
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Figure 3.9: Spatial footprints at i = 4
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i = 4, positions on the surface to the southwest of� c have delay and Doppler values outside of the

DDM window, so surface scattering from that region of the surface cannot be captured with this

particular DDM con�guration.

Figure 3.10 illustrates the epoch footprints across alli and how they combine to form the

stare footprint , the average footprint across all valid points:

W (� ) =
1

NV

X

V

Ŵijk (� ) : (3.13)

Although the intention of choosing the stare points in the sampling scheme is to sample

the same general region of the ocean surface in each DDM, the varying shapes of the individual

footprints and the inability to sample outside of the DDM window results in epoch footprints that

change signi�cantly across i . Nevertheless, applying the sampling scheme across the entire DDM

sequence results in a stare footprint that is centered on and fairly evenly distributed around� c.

The red box on the stare footprint plot illustrates the e�ective spatial resolution .

3.3.3 E�ective Spatial Resolution

The essential bene�t of stare processing is to improve sampling of the wind-dependent ocean

surface slope statistics while maintaining an acceptable spatial resolution. It is thus of paramount

importance to characterize the e�ective spatial resolution of the sampling scheme. The stare foot-

print W (� ) has a maximum weight W max . We de�ne the e�ective spatial resolution re� such that

a re� � re� region in space with constant weightW max has the same integrated weight asW (� ).

BecauseW (� ) is normalized, this meansr 2
e� W max = 1. It follows that

re� =

s
1

W max
: (3.14)

For the example geometry in Figure 3.10,re� = 38 km.

The spatial resolution depends on the chosen sampling scheme. If a �ner spatial resolution

is required, the number of stare points (J , K ) or the number DDMs ( I ) could be reduced. Alter-
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Figure 3.10: The epoch footprints across alli combine into the stare footprint, which is the total
measurement footprint of the standard sampling scheme. For this example geometry, the e�ective
spatial resolution is re� = 38 km.
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natively, if higher resolution DDMs are available, the spatial resolution could be improved while

keeping the same number of stare points by reducing the spacing between points. An example of a

sampling scheme with higher spatial resolution for standard DDMs is illustrated in Figure 3.11. In

this case, the number of stare points is reduced toJ = 3 points (indexed by j = f� 1; 0; 1g) in each

of K = 5 stare sets (indexed byk = f� 3; � 2; � 1; 0; 1g). The e�ective spatial resolution is re� = 29

km.

In any case, designing a sampling scheme with a �ner spatial resolution comes at the cost of

reduced observability of the surface slope statistics and the associated wind speed and direction. To

understand this trade-o�, we next explore the slope space representation of the standard sampling

scheme.

3.3.4 Slope Space Representation

Each point in the sampling scheme also has aslope space footprint that describes the

weighted region in slope space that contributes to the sampled DDM value. The slope space

footprint Ŵijk (s), determined by mapping the spatial footprint to slope space, also ful�lls a nor-

malization criterion:
RR

Ŵijk (s) ds = 1.

Figures 3.12 and 3.13 show the individual slope space footprints fori = 0 and i = 4. Each

footprint is displayed on a grid with sE ; sN 2 [� 0:04; 0:04]. The shapes of the footprints and

how they change are qualitatively similar to the spatial footprints shown in Figures 3.8 and 3.9.

In particular, points further away from the peak of the DDM have more irregularly-shaped slope

space footprints. The positions of the slope space footprints, on the other hand, di�er from the

spatial footprints. At i = 0, the slope space footprints are clustered arounds = [0 ; 0]T . At i = 4,

the locations of the footprints have shifted along the � sE and � sN axes. This is analogous to

the simpler scenario described in Section 3.2.1, where the slope vectors corresponding to the stare

points shifted with i , even as their surface positions remained �xed. This is by design, of course,

since the purpose of stare processing is to observe a �xed region of the ocean surface through a

range of observation angles.
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Figure 3.11: An example of a stare processing sampling scheme with higher spatial resolution
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Figure 3.12: Slope space footprints ati = 0. The red dots are the vector form of the slope
parameter s�

ijk , de�ned in Equation 3.17.
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Figure 3.13: Slope space footprints ati = 4. The footprints shaded in gray are for invalid points
(points that have left the DDM window).
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As in Section 3.2.1, the observation vector is de�ned as �s = s1� s0, wheresi are the idealized

slope vectors of the center stare point (j; k = 0). The observation angle � is also calculated as before

(Equation 3.1). The slope parameters, which quanti�es the propagation of samples through slope

space along the observation direction, is now rede�ned to account for the shape of the footprints.

Roughly speaking, we expect the value of the slope PDF to decrease radially with increasing

distance from the slope space origin. Therefore, we suggest that a slope parameter based on the

average radial distance of the footprint is a reasonable representation of the average slope PDF

value being sampled for each point (� ijk ; f ijk ). Consider si (� ), the slope vector as a function of

surface position � . The average radial distance is simply the magnitudejjsi (� )jj . Like before,

the slope parameters should be a signed scalar, with positive values corresponding to slope space

positions in the direction of � s and negative values corresponding to the opposite direction. In

this case, we introduce the parameter

s+
i (� ) = sgn ( si (� ) � � s) ; (3.15)

where sgn(�) is the sign function. The slope parameter is most conveniently calculated from the

spatial footprints as

sijk =
ZZ

A

s+
i (� )jjsi (� )jj Ŵijk (� ) d� : (3.16)

The slope parameter cannot perfectly capture the slope space representation for each point in

the sampling scheme. After all, it is impossible for a scalar parameter to uniquely characterize

the spread of the two-dimensional footprint; the same value ofsijk could result from footprints

with di�erent shapes if they occupy the same general area of slope space. Nevertheless, the slope

parameter is a critical piece of thestare pro�le , introduced in the following section.

In many cases, it is also useful to consider the vector form of the slope parameter (marked
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by a red dot in Figures 3.12 and 3.13):

s�
ijk = sijk

�
� s

jj � sjj

�
: (3.17)

The larger footprint depicted in Figures 3.12 and 3.13 is an example of thepartial pro�le

footprint , the average footprint acrossj for, in this case, k = 0. The partial pro�le footprints for

k 6= 0 are not shown. In general, the partial pro�le footprint for i and k is the average of theNVik

valid footprints Vik :

Ŵik (s) =
1

NVik

X

Vik

Ŵijk (s) : (3.18)

Figures 3.12 and 3.13 also depicts�
ijk for each valid j in the partial pro�le footprint.

Finally, we de�ne the pro�le footprint . The pro�le footprint is the average of the partial

pro�le footprints across all i ; or, equivalently, the average of the individual slope space footprints

across alli and j :

Ŵk (s) =
1

NVk

X

Vk

Ŵijk (s) (3.19)

for the NVk valid points Vk .

Figure 3.14 shows how thek = 0 partial pro�le footprints across all i combine into the k = 0

pro�le footprint. In this case, there are NVk = 51 valid points across the I = 15 partial pro�le

footprints, each corresponding to a slope space footprint and a points�
ijk plotted in the pro�le

footprint. The pro�le footprint spreads out more at greater distances from the origin; this is a

direct consequence of the irregularly-shaped slope space footprints for points sampled near the

edge of the DDM window. The average weight is also higher near the origin, meaning that this

region of slope space is more heavily represented in the sampled DDM values.

Figure 3.15 depicts the pro�le footprints for each k. In all cases, the propagation of points

s�
ijk can be very well described by the same� , so the calculation of the observation vector that

only consideredk = 0 is justi�ed. For k < 0, many of the individual footprints are centered around
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Figure 3.14: Contributions acrossi to the k = 0 pro�le footprint
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the origin, and the resulting pro�le footprints are concentrated in that region. As k increases, and

especially for k � 0, the pro�le footprints become less concentrated around the origin, spreading

out more along � and along the direction perpendicular to � . For k > 0, the mapping ambiguity

plays a role. This e�ect is especially obvious fork = 3, where the pro�le footprint is concentrated

within two bands parallel to � s� but displaced from the origin. Further out in slope space along

� , the two bands smear together due to the signi�cantly stretched individual footprints at those

locations.

Figure 3.15: Pro�le footprints for all k

3.3.5 Stare Pro�les

In our methodology, the stare pro�le is the fundamental observable extracted from the DDM

sequence through stare processing. The pro�le footprints shown in Figure 3.15 are the slope rep-

resentations of each of theK = 7 stare pro�les. The kth stare pro�le consists of pairs of points

(sijk ; Pijk ), where sijk is the slope parameter as previously de�ned andPijk is a value related to

the slope PDF derived as follows from sampled DDM values.

The BRCS DDMs are sampled at (� ijk ; f ijk ) and normalized by the e�ective scattering area


	Introduction
	GNSS Reflectometry
	Organization of this Dissertation

	Background
	Ocean Surface Winds and Waves
	GNSS Reflectometry Geometry
	The Delay-Doppler Map
	Bistatic Radar Equation for GNSS-R
	Bistatic Radar Cross-Section
	Probability Density Function of Surface Slopes
	Mapping from Spatial to Delay-Doppler Coordinates
	Woodward Ambiguity Function

	Surface Wind Retrieval

	Stare Processing
	Stare Processing Overview
	Previous Work

	Simplified Scenarios
	Single Stare Point
	Unambiguous Stare Points
	Ambiguous Stare Points

	Stare Processing Methodology
	Standard Sampling Scheme
	Spatial Footprints
	Effective Spatial Resolution
	Slope Space Representation
	Stare Profiles

	Characteristics of Simulated Stare Profiles
	Impact of Thermal and Speckle Noise
	Impact of Receiver Antenna Gain Calibration Error


	Stare Processing Implementation
	CYGNSS Background
	Data Products
	Level 1b Calibration
	Receiver Antenna Gain

	Finding Matchups
	Candidate Sequences
	Matchup Data

	Applying Stare Processing to CYGNSS Data
	Inputs and Outputs
	Spatial Gridding
	BRCS Sampling and Normalization
	Recalibration
	Constructing Stare Profiles


	Stare Profiles and Slope PDF Reconstruction
	Characteristics of the Stare Profiles
	Normalized Stare Profiles

	PDF Reconstruction
	Methodology
	Example Reconstruction
	Further Results

	Discussion
	Mirror Image Pairs

	Data Selection to Minimize Swell and Intercalibration Errors

	Conclusion
	Dissertation Summary
	Recommendations for Future Work

	 Bibliography

